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Abstract
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Real-time tracking and visual feedback offer interactive
AR-assisted capture systems as a convenient and low-cost
alternative to specialized sensor rigs and robotic gantries.
We present a simple strategy for decoupling localization
and visual feedback in these applications from the primary
sensor being used to capture the scene. Our strategy is to
use an AR HMD and 6-DOF controller for tracking and
feedback, synchronized with a separate primary sensor for
capturing the scene. In this extended abstract, we present
a prototype implementation of this strategy and investigate
the accuracy of decoupled tracking by comparing runtime
pose estimates to the results of high-resolution offline SfM.

Used to attach sensor for tracking

6-DOF Controller
Magic Leap 1

Figure 1: We evaluate the sensor tracking accuracy by using it with an MILC as the attached sensor, and comparing
runtime tracking data with high resolution SfM computed
offline after capture.

1. Introduction & Related Work
primary sensing device separately by fixing it to a custom mount built for the hand-held controller. This solution
makes the sensing device interchangeable, providing a flexible platform for experimenting with various types of capture. However, decoupling localization from the primary
sensing device can potentially complicate the analysis of
measurement error. In this extended abstract, we present an
implementation of our controller-mounted tracking strategy
using current off-the-shelf hardware (augmented with our
custom controller mount), and investigate the tracking accuracy of the mounted sensor by comparing run-time pose
estimation with offline estimates based on Structure from
Motion (SfM).

There are many ways to capture a scene, spanning a variety of different imaging modalities that target a range of
different applications. In the past decade, we have seen
tremendous improvement in capture scenarios where the
sensing device is hand-held and able to localize itself within
its own environment—for example, using devices equipped
with vision-based Simultaneous Localization and Mapping
(SLAM) (e.g., [10, 11]) or ICP-based tracking with RGBD
input (e.g., KinectFusion [14]). A critical advantage of
these settings is the ability to give real-time feedback and
guidance to human users about where to move the sensing device. In this work, we explore a simple and flexible way to extend this type of guidance to more arbitrary
sensing devices. Our strategy is to use dedicated hardware
for tracking and user feedback—namely, a head-mounted
AR device and 6-DOF controller—and to incorporate the
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1.1. The Value of Real-Time Tracking and Feedback
Regardless of imaging modality and target application,
most capture scenarios can be formulated as a coverage
problem—that is, one where the goal is to record measure-
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(a) Point cloud color guidance.

(b) Opaque surface color guidance.

(c) Post-processed 3D-reconstruction.

Figure 2: The acquisition system in use. The perceived user interfaces during image acquisition are shown in (a) and (b).
Image coverage is visualized in colors from red to green, red meaning no coverage. Each sampled camera pose is logged and
presented by a cyan 6-DOF indicator. (c) shows an offline 3D-reconstruction from the camera-equipped sensor platform.
ments that cover a target domain of interest. For example, in
panoramic image capture the target domain is the 2D space
of pixels that share a common center of projection; in 3D
shape acquisition, it is Euclidean 3-space; and in light field
capture, it is 4D ray space. In each case, we can describe the
requirements of capture in terms of some coverage criteria
that determines when and how well each part of the domain
has been captured. As the dimensionality of the target domain increases, or as the criteria for coverage becomes more
complex, the precise set of measurements needed to acquire
a scene becomes more difficult to navigate by hand. For this
reason, domains with more than two dimensions have often
been captured with fixed sensor arrays [15, 16] or robotic
gantries [7, 12, 13]. However, with the development of
real-time tracking and mapping on hand-held devices (e.g.,
[10, 11, 14]) several works have shown that well-designed
visual feedback through AR can be used to reliably guide
human users through otherwise impractical capture procedures, making mobile and user-driven acquisition feasible
even in high-dimensional domains [2, 3, 5, 8, 9].

1.2. Decoupling Localization & Sensing
Most AR-based capture systems use the same imaging
modality (most commonly, the same physical sensor) for
localization and for obtaining scene coverage. This is convenient because 1) it does not require additional hardware,
and 2) it reduces potential sources of measurement error
and simplifies their analysis. However, coupling localization with the primary sensor limits interactive capture to
devices that offer real-time tracking. We explore a simple strategy for decoupling the tracking and AR aspects of
assisted capture systems from the primary sensor used for
capture in order to accommodate a wider variety of capture
scenarios. We do this by attaching the primary sensor to a 6DOF controller for tracking, and using a AR HMD for user
feedback. Closely related to our work is the strategy used in

recent work by Andersen et al. [3], which combines a HMD
and fiducial-based tracking to guide the interactive capture
of images for photometric reconstructions. This work generalizes and extends the strategy they employ for tracking
their primary camera, and focuses on the analysis tracking
accuracy rather than a specific capture application.

1.3. Implementation & Evaluation
Our implementation is based on the Magic Leap 1
(ML1), a self-contained wearable AR system that uses an
optical see-through HMD and a hand-held controller. To
render spatial digital content, ML1 relies on real-time 6DOF tracking based on a black-box implementation of
SLAM using interest points (e.g. [6]) and provides a persistent coordinate frame system in indoor environments. The
6-DOF tracking of the controller is based on an electromagnetic tracking system, relative to the lightwear [4]. Our
strategy for evaluating the accuracy of this tracking applied
to a separate sensor is to attach a high-resolution mirrorless
interchangeable-lens camera (MILC) as our primary sensor
for the application, and compare the localization provided
by the ML1 at runtime to pose estimates computed with offline SfM based on the high-resolution MILC frames. To
this end, we implemented an example scene acquisition system for photometric reconstruction that provides users realtime feedback about coverage in the scene being captured
(described in Section 3).

2. Tracked Acquisition System
The tracked sensor platform is equipped with a Sony
a7rii full-frame MILC with a Zeiss Batis 25mm F2 lens.
The 3D-printed adapter is mounted on the bottom of the
camera in the tripod mount using a threaded rod. The
adapter is designed to tightly fit outside the ML1 controller
while aligning the rod with the controller’s z-axis. This extends the built-in 6-DOF tracking abilities of the controller
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Table 1: Mean absolute error of the 6-DOF tracking on the
sensor platform. The ground plane is spanned by XY and Z
points upwards in a world coordinate system. ω, φ, and κ
refer to rotations around the X, Y, and Z-axis, respectively.

to the camera. A camera-mounted Godox X1T flash trigger
provides an output PC-sync interface for a battery powered
Adafruit Feather 32u4. The Feather forwards trigger events
to the ML1 system using a bluetooth connection. When the
camera is triggered, the ML1 system logs the camera pose.

3. Guided Acquisition
Image acquisition is carried out in AR looking through
the ML1 HMD as shown in Figure 2. In our prototype implementation for photometric capture, feedback is provided
by coloring the geometric proxy provided by the ML1 to
indicate scene coverage. Starting out, a non-occluded point
cloud on the scene surfaces lights up in red, indicating no
captured image coverage. As the user captures images, the
points within each camera view frustum, change color. Orange indicates points that appear in a single view, but are
not yet triangulated in multiple captured views. Green indicates points that are visible in multiple views and therefore
sufficiently triangulated. Visual frustums are also displayed
at the poses from which previous images were captured. At
any time, the user may switch between the point cloud visualization and a more opaque shaded surface visualization,
which makes coverage clearer at the expense of lowering
visible contrast in the scene.

4. Decoupled Tracking Evaluation
Two bedrooms, two living rooms, and two kitchens, denoted B1, B2, L1, L2, K1, and K2, were densely sampled
using the camera-equipped sensor platform, guided within
AR. The acquisition was performed in daytime for high levels of ambient lighting. Using Agisoft Metashape [1], each
set of hand-held camera images was aligned in 3D using
SfM. The alignments for each room were then scaled and
oriented to minimize the distance from the recorded 3D positions during the acquisition. A reconstruction example is

Figure 3: Top-down view of a reconstructed room (L2) used
for evaluation.

shown in Figure 3.
The 6-DOF accuracy of the sensor platform, evaluated as
the difference between real-time logged and offline derived
image poses, is shown in Table 1. The mean absolute error
in positioning is less than 1 cm in each dimension in 16 out
of the 18 measurements with an average error of 0.83 cm. A
considerable amount of deviation is caused by a few samples in each room. These anomalies are possibly caused
by large reflective surfaces or nearby conductive materials,
interfering with the SLAM or electromagnetic tracking, respectively. The orientation error is consistently distributed
unevenly around the three axes, but averages between 1.3
and 3.2 degrees per axis.
Our results indicate that this strategy could be quite
promising as a way to extend interactive capture to sensors
not capable of self-localization. The pattern of outliers in
tracking accuracy suggests that this goal may be aided by
online confidence estimates provided by the HMD and controller. We anticipate systems like ours opening up exciting
new directions for AR and multi-modal imaging.

5. Conclusion
We presented a simple approach for HMD-guided scene
acquisition that decouples localization from the primary
sensor used to obtain coverage. Based on our analysis of
tracking accuracy over six scenes captured with our prototype, the decoupled tracking had on average less than
1 cm localization error in each dimension, and an orientation error lower than 3.3 degrees per axis. This suggests
that our solution could enable new types of scene acquisition based on sensors that cannot do their own localization.
For example, in the case of our prototype, it allows for highresolution image capture that is incompatible with real-time
tracking on current devices. One could also imagine using
this system to record other modalities—an audio field, for
example—in the future. The ability to attach and track arbitrary new types of sensors poses an exciting opportunity
for using AR to explore new sensing modalities.
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